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[bookmark: _Toc456598586][bookmark: _Toc456600917][bookmark: _Toc4961735][bookmark: _Toc536721502]Introduction
[bookmark: _Hlk527805448]Dans ce tutorial nous allons voir les différents services big data avec des tests sur chaque service 
Démarrons maintenant

[bookmark: _Toc536721503]HDFS
[bookmark: _Toc536721504]Importer un fichier depuis ambari:
Dans le menu d’ambari cliquer sur Files View.


Vous aurez une page comme ceci



Ensuite cliquez sur upload (en haut a droite) afin de charger un ou plusieurs fichiers depuis le local vers hdfs.


Et enfin Choisissez le fichier à charger dans HDFS.
[bookmark: _Toc536721505]Importer un fichier depuis terminal:
Choisissez n’importe quelle machine de cluster et tapez les commandes suivantes :
Tapez dans un premier temps la commande hadoop fs -ls /data pour vérifier que le fichier n’est pas encore importé

Ensuite on tape hadoop fs -copyFromLocal 1Mio.dat /data


[bookmark: _Toc536721506]HBase
Lancer la commande hbase shell



Donc on a crée la table ‘test2’ avec cf1 et cf2 sont les familles de colonne
Ensuite on a inséré deux lignes.
 

On verifie dans l’interface web de hbase master les tables créer 
URL : http://10.132.130.54:16010/master-status#userTables


















[bookmark: _Toc536721507]PIG
[bookmark: _Toc536721508]Utiliser pig shell:
Lancer la commande pig



On lit un fichier Dans un premier temps stocker sur HDFS 
grunt> bankText = load '/data/bank.csv' using PigStorage(';');
grunt> bank = foreach bankText generate $0 as age, $1 as job, $2 as marital, $3 as education, $5 as balance;
on fait un filtre suivant l’Age
grunt> bank_data = filter bank by age < 30;



Enfin on affiche bank_data
grunt> dump bank_data;

[bookmark: _Toc536721509]Utiliser pig script:
Écrire dans un fichier pig le script suivant
bankText = load '/data/bank.csv' using PigStorage(';');
bank = foreach bankText generate $0 as age, $1 as job, $2 as marital, $3 as education, $5 as balance;
bank_data = filter bank by age < 30;
dump bank_data;
Exécuter le script en mode MapReduce avec la commande pig bank.pig

[bookmark: _Toc536721510]KAFKA
On va considérer l’une de ces machines  vm1-hs4-n1, vm2-hs4-n2, vm3-hs4-n3 comme Producer et l’autre comme consumer
Mais avant nous devons créer un topic kafka qu’on le nomme streams 


Donc on tape dans les machines Producer et consumer les  commandes suivantes :
Dans la machine Producer :
cd /usr/hdp/2.5.3.0-37/kafka
bin/kafka-console-producer.sh --broker-list VM3-HS4-N3:6667,VM1-HS4-N1:6667,VM2-HS4-N2:6667 --topic streams
Dans la machine Consumer :
bin/kafka-console-consumer.sh --zookeeper VM3-HS4-N3:2181,VM1-HS4-N1:2181,VM2-HS4-N2:2181 --topic streams




[bookmark: _Toc536721511]ZEPPELIN
[bookmark: _Toc536721512]Zeppelin avec Spark:
Tapez l’URL suivante pour acceder à zeppelin http://10.132.130.52:9995
Vous allez trouver une interface comme ceci où vous pouvez créer vos notebooks



On commence par lire un fichier simple txt comme suit ,ensuite on applique un split suivant ‘,’
Et la fin on enregistre le résultat dans une table temporaire de spark 







Maintenant on va utiliser spark SQL pour requêter la table enrichedEvents












[bookmark: _Toc536721513]Zeppelin avec hdfs:
Dans zeppelin on peut utiliser des commandes linux ou hdfs, il suffit juste de tapez au début de %sh



[bookmark: _Toc536721514]SQOOP
Lancer la commande mysql sur votre machine

La 1ere des choses c’est de créer une database
create database classe;
ensuite une table student2
create table student2(id integer,name char(20));
On insère des lignes avec la commande 
insert into student2 values(12,'hillsoft');
insert into student2 values(13,'abdelaziz');
insert into student2 values(14,'mustafa');
insert into student2 values(15,'steven');

on affiche pour voir la table 

	On passe maintenant à sqoop donc sur votre machine
$sqoop list-tables --connect jdbc:mysql://10.132.130.84/classe  --username  root
Où 10.132.130.84 est la machine serveur et classe est la base de données
	Et list-tables : liste tous les tables dans classe
	

On lance maintenant la commande de l’import 
sqoop import --connect jdbc:mysql://10.132.130.84/classe --username root --table student2 --m 1 --target-dir /user/data



Ou sur files view d’ambari


On passe maintenant à l’export depuis hdfs vers mysql

sqoop export --connect jdbc:mysql://10.132.130.84/classe  --username root --table student3 --export-dir /user/data/part-m-00000
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HBase Shell; enter 'help<RETURN>' for list of supported commands.
Type "exit<RETURN>" to leave the HBase Shell

Version 1.1.2.2.5.3.0-37, rcb8cee9d1089fla3sesdrllbeeebste6sborsr8d, Tue Nov 28
15:45:22 UTC 2016

nbase (main) :001:0> list
TABLE

emp

ab1

cest1

3 row(s) in 0.2000 seconds

=> ["emp", "tabl", "testi"]
nbase (main) 1002:0> create 'test2’,'cfl’,'cf2’
o row(s) in 1.3330 seconds

=> Hpase::Table - test2
nbase (main) :003:0> list
TAsLE

emo

cab1

cestl

cest2

4 row(s) in 0.0200 seconds

=> ["emp", "tabl", "testl®, "test2"]
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nbase (main) put 'test2','l','cfl
0 row(s) in 0.1680 seconds

nbase (main) :005:0> put 'testl’,’'2’,'cfliname’, 'Hillsoft'
0 xow(s) in 0.0370 seconds

nbase (ain) :006:0> put 'test2’,’'2’,'cfliname’, 'Hillsoft'
0 row(s) in 0.0150 seconds

nbase (nain) :007:0> scan 'test2’

oW COLUMN:+CELL
1 column=cfliname, timestamp=1548334854473,
B column=cfliname, timestamp=1548334398224,

> row(s) in 0.0860 seconds
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19/01/24 14:21:20 INFO pig.ExecTypeProvider: Trying ExecType : LOCAL
15/01/24 13:21:20 INFO pig.ExecTypeProvider: Trying ExecType : MAPREDUCE
19/01/24 18121120 INFO pig.ExecTypeProvider: Picked MAPREDUCE as the ExecType
2015-01-24 14:21:20,316 (main] INFO org.apache.pig.Main - Apache Pig version 0.
16.0.2.5.3.0-37 (renported) compiled Nov 30 2016, 0228111

2015°01-24 14:21:20,316 [main] INFO org.apache.pig.ain - Logging erzor message
 cor /nome/ndfs/piq 1548336080315 10

2015-01-24 14:21:20,331 [main] INFO org.apache.pig. impl.ucil.Ucils ~ Default bo
ctup £ile /nome/ndts/ .pigbostup not found

2015-01-24 14:21:20,894 [main] INFO org.apache.pig.backend.hadoop.executionengi
ne.HExecutionEngine - Connecting to hadoop file system at: hdfs://vml-hsl-nl.hil
15oft. 1an:8020

2019-01-24 14:21:21,579 [main] INFO org.apache.pig.PigServer - Pig Scrips ID fo
: the session: PIG-default-174bagCO-6ada-41ce-906a-cclocdTsacen

2019-01-24 14:21:22,008 (nain] INFO org.apache.hadoop.yarn.client.api.inpl.Tine|
LineCliencinpl - Timeline service address: RTtp://vEL-hs2-ni.nillssfc.lan:2iss/
o/v1/<smerine/

2019-01-2¢ 14:21:22,097 [main] INFO org.apache.pig.backend.hadoop. PGATSCLicnT
- Createa ATS Hook

grunc> I
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2019-01-24 14:26:47,863 [main] INFO org.apache.pig.backend.hadoop.executionengli
ne.mapReducelayer .MapReducelauncher - Success!

2015-01-24 14:26:47,866 [main] INFO org.apache.pig.data.SchemaTupleBackend - Ke
v [pig.schematuple] was not set... will not gemerate code.

2015-01-24 14:26:47,874 [main] INFO org.apache.hadoop.mapreduce.lib.input.Filel
nputFormat - Total input paths to process : 1

2015-01-24 14:26:47,874 [main] INFO org.apache.pig.backend.hadoop.executionengi
ne.util.MapRedUtil - Total input paths to process : 1

(20, "student”, "single", "secondary”, 502)

(25, "blue-collaz”, "single”, "primary",-221)

(26, "housemaid", "narried, "tertiary”, 543)

(23, "services”, "single”, "tertiary", 363)

(26, "blue-collar”, "married", "primary”,0)

(29, "cechnician®, "married”, "secondary”, 444)

(27, "admin. ", "divorced”, "secondary”, 451)

(28, "admin. ", "single”, "secondary", 177)

(27, "services”, "single”, "secondary”, -195)

(27, "housemaid", "married", "primary”,0)

(21, "student”, "single", "secondary”, 2488)

(25, "student”, "single", "secondary”, 331)

(25, "technician®, "single”, "secondary", 505)

(22, "adnin. ", "single”, "secondary”, 4111)

(24, "unemployed”, "single, "secondary”, 119)

(27, "technician®, "single, "secondary”, 769)

(28, "admin. ", "single”, "secondary", 428)

(27, "self-employed”, "single”, "secondary”, 50)

(25, "adnin. ", "single”, "secondary”, 4590)

(28, "management™, "single", "tertiary™,80)
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2019-01-24 14:33:42,169 [main] INFO org.apache.pig.backend.hadoop.executionengi
ne.mapReducelayer .MapReducelauncher - Success!

2019-01-24 14:33:42,179 [main] INFO org.apache.pig.data.SchemaTupleBackend - Kef
v [pig.schematuple] was not set... will mot generate code.

2019-01-24 14:33:42,196 [main] INFO org.apache.hadoop.mapreduce. lib. input. Filel|
nputFormat - Total input paths to process : 1

2019-01-24 14:33:42,196 [main] INFO org.apache.pig.backend.hadoop.executionengil
ne.util.MapRedUtil - Total input paths to process : 1

(20, "student”, "single", "secondary”, 502)

(25, "blue-collaz”, "single”, "primary",-221)
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[root@vml-hs4-nl ~]# cd /usr/hdp/2.5.3.0-37/kafka/
[root@vml-ns4-nl kafkal} bin/kafka-topics.sh --create --zookesper VM3-HS4-N3:21s|
1, vi2-5se-N2:2181, vM1-HS4-N1:2181 —-replication-factor 1 —-partitions 3 --topic
streans

createa topic "streamst.

[root@vml-ns4-nl kafkal$ bin/kafka-topics.sh --1ist --zookesper VM3-HS4-N:
z-nsa-n2:2181, vl -HSa-m1:2181

|_consuner_offsets

streans

[screams-inpuc

streans-oucpur

Jropicl

[root@vml-ns4-nl kafkal$ bin/kafka-topics.sh --describe —-zockesper VM3-HS4-N3:2|
121, V2554212181, ViM1-HS4-N1:2181 ——topic streams

101,

ropicistreans  ParticionCount:s ReplicationFactor:l

Topic: streams Parcition: 0  Leader: 1003  Replica: 1sz: 100]
g

Topic: streams Parcition: 1  Leader: 1001  Replica: 1sz: 100]
i

Topic: streams Parcition: 2  Leader: 1002  Replicas: 1002 Isr: 100|
B

[rootevml-ns4-nl karkalf |
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[Last login: Wed Jan 23 10:32:12 2019 from 10.132.130.24

[root@vml-hs4-nl kafka]#
[root@vml-hs4-nl kafka]# bin/kafka-console-producer.sh --broker-list VM3-HS4-N3:66 [root@vm2-hs4-n2 ~1# cd /usr/hdp/2.5.3.0-37/kafka/
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*spark
sl salContext = new org.apache.spark.sql.SQLContext (sc)
sl eventsFile = sc.textFile("hdfs:///data/enrichedgvents”)
case class Event(eventType: String,isCertified: String,paymentScheme: String,hoursDriven: Int,
milesbriven: Int,lat: Float,long: Float,isFoggy: Int,isRainy: Int, isuindy: Int)

Bl eventsAOD - eventsFile.map(s —> s.split(",")).map(
Event(s(2), pe

5(1).replaceal1(” . //isCertified

5(2).replaceAl1("\"", "), //paymentScheme

5(3).toInt, //hoursbriven

s5(a).toInt,  //milesDriven

5(5).tofloat, //latitude

5(6).tofloat, //longitude

s(7).toInt,  //isFogey
s(8).toInt,  //isRainy
5(9).toInt I 1isiingy

)

)
eventsRDD. count
‘eventsRDD. toDF () .registerTenpTable("enrichedtuents”)

sqlContext: org.apache.spark.sal.SQLContext = org.apache.spark. sal.SQLCONtextE7cBb5a99
eventsile: org.apache.spark.rdd.ROD[String] = hofs:///data/enrichedEuents HapPartitionsRDD[3] st textFile at <console:2s
defined class Event

eventsaDD: org.apache.spark.rdd.ROD[Event] = MapPartitionsADD[S] at map st <console:
Long = 1359

3
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/10.132.130.84/cla)

[sqoop@vm2-hs2-n2 ~]$ sgoop list-tables --connect jdbcimysq!

sse --username root
Warning: /usr/hdp/2.5.3.0-37/accumulo does mot exist! Accumulo imports will fail

Please set SACCUMULO_HOME to the root of your Accumulo installation.
19/01/28 18:09:14 INFO sqoop.Sqoop: Running Sqoop version: 1.4.6.2.5.3.0-37
19/01/28 18:09:14 INFO manager.MySQlManager: Preparing to use a MySQL streaming
resultset.

student2
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[hdfs@vm2-hs2-n2 ~]$ hadoop fs -cat /user/data/part-m-00000
12,hillsoft

13, abdelaziz

13, mustata

15, steven
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mysql> select * from student3;

abdelaziz
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nillsofc
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